BINEDIT:  summary of functions

BINEDIT was created by Chris Allen for the purpose of reading and modifying binary files of any name or extension.  I encourage you to explore the inner workings of program files with this application, but modification of any file is not recommended unless you jolly well know what you are doing.

To avoid confusion, I will mention the low-fi elements of this application first so as not to get your hopes up.

Screen mode:  Supports only text mode 3 (80x25, color).  However, this allows you to keep this program in a DOS window while you are looking at other windows, which is very helpful.

File saving and loading:  This version of BINEDIT treats all files on a “real-mode” basis.  This means files over one megabyte cannot be read from completely, and all addresses use the [Segment]:[Offset] scheme.  Also, long filenames are not recognized, but their DOS equivalents are.

Directories:  In this version, the files that are loaded by BINEDIT must be in the same directory as the program.  Therefore, you must copy this program into the directory that contains the files you wish to modify.  Picking from ordered lists of files in a directory is not yet supported; you have to know what files are there and type the name to load a file.

Assembly Code:  Only 8086 opcodes are recognized in the dissemble feature.  Although Windows and DOS-protected mode applications can be dissembled, opcode-tracing and single-stepping will not be accurate once the program enters protected mode.

The Binary File Editor:
BINEDIT provides both a numeric and a text interface to the user.  Once a file has been loaded, one views a table of addresses, numbers, and characters.  On the left, the [Segment]:[Offset] pair accompanies each row of data.  Either 16 or 8 bytes per row of the binary data will be displayed on each line, depending on the numeric base selected.  When one moves the cursor, both the numeric and character fields will update cursor positions, as these are representative of the same physical address.  By moving the cursor off the screen up or down, the screen will scroll (provided that the block limits have not yet been reached.)

Modifying data:  To modify data, place the cursor over the byte you wish to edit.  What happens next depends on whether you have picked the numeric or character fields to enter data into.

Numeric:  Just enter a number.  Remember that your entry must adhere to the numeric base.  For decimal, it will be three characters long; for hexadecimals, it will be two characters.

Character:  Enter a character as if in a text editor.  Because this is a binary file editor, no teletype forward insertion of data will be allowed—all data is overwritten.  Either one character or several characters may be entered at once.  For some unprintable characters, you may need to use the numeric field instead of the character field.

Even though teletype insertion is not permitted, you may use the INSERT key to toggle whether or not the cursor advances when a byte has been entered.  To switch between character and numeric fields, press the TAB key.

Loading files:  Bring up the Load menu and enter the file you want to open.  The file, once opened, can be freely modified without saving any changes; you must use the Save option to do this.  Be sure to include the extension of the file loaded.

Saving files:  Bring up the Save menu.  You may save a previously loaded file or else just something you have created at the start of the program.  After picking a name for the file, the contents will be saved.  If you want to save a new file, note that the block limit, visible in the lower part of the screen, represents the number of bytes that will be saved (up to 64000 bytes).  For previously loaded files, every segment (up to 1 MB) of the file will be saved, with modifications (if you had made any).

Toggling the numerical system:  In the main menu, this option toggles between hexadecimal and decimal systems.  Whichever system you choose will be the system for which all numbers will be displayed and entered, including segments, addresses, bytes, and lengths.  You will note that a consequence of switching to decimal is that the amount of data per row on the screen is cut in half.  This is only to keep everything as a power-of-two multiple; it does not affect data entry.  Normally, the hexadecimal system is preferred for addressing purposes.

Jumping to addresses:  You need not scroll through every line of data.  There are two means of jumping to different segments:  the segment index and the cursor offset.  Select the Goto menu to enter an offset (it is a good idea to keep this in range of the block limit).  With Goto, you may only jump within 64K bytes of the segment index.  The Change Index menu will do an intersegment jump, allowing for a change of up to 1 MB in a file.  Enter a segment like you would an offset in Goto, but keep in mind that you are entering a segment address—this means that the value that you enter is multiplied by 16 and added to the cursor offset in the calculation of the physical address.

Finding text/other strings:  A nice feature of this program is the string finder.  Rather than search the entire file for a specific string, you can find an exact string.  Select the Find menu and enter the text you wish to find.  The program will then search for the text within the current segment.  If found, it will set the cursor at the first found address.  If not, the cursor will be set at an arbitrary address, indicating failure.  When you look for text, a carriage return or null byte is not included in the search—just the text (and YES, it is case-sensitive).  Certain characters cannot be searched for due to their unprintable nature; don’t complain.  The function serves its purpose.  When the search occurs, it will always search forward in memory from the current cursor position.

A more powerful form of the string finder is the Intersegment Find.  This will blast all the way to the end of the file you have opened in search of the text.  If found, the segment and offset are set at the found string.  Otherwise, the segment and offset are undefined.  Again, the search always starts from the current cursor position.

Number search:  This is a similar feature to the string finder.  With this item, you can search for bytes or words from the current cursor position.  The size of the number you enter will determine if it is a byte or word searched (-128 < byte < 256).  The first instance of the number found will set the cursor position.

Setting the block limit:  The block limit controls the maximum address in the current segment you can scroll to.  The lower limit is always zero.  To change the block limit, open the menu and enter a new number.  When a file less than 64000 bytes is saved, this limit marks the number of bytes to save.

NOTE:  It is not advised that you change the block limit for files greater than or equal to 64000 bytes.  When a limit reads 64000, this can mean 64000 bytes are left in the file, or it can mean you are only viewing a 64000-byte window into the file.  At the end of a file, the boundary will be marked by a block limit of less than 64000.  For such large files, it is best to keep their lengths exactly the same.

Moving data:  Select the Move Data menu to copy a block of data to another address in the same segment.  You will be prompted for a destination address and a length of the block to copy.  Then, the source, determined by the cursor location, is copied with the desired block size to the destination offset.

Pattern writing:  Select the Write Pattern menu to make a pattern of characters.  At the cursor location, this function will paste a pattern with a certain number of repetitions.  You will be asked to enter the string representing the pattern and the number of times this string is to be copied.  No null bytes or carriage returns will be copied.

Dissembling code:  The Unassemble menu has its own methods.  A good deal of those who use this program may never use this feature, so this function is covered in the next section for advanced users.

CONTROL+Q:  When a file is loaded, BINEDIT creates a temporary file called TEMP.TMP.  This file represents a copy of the last loaded file with all the changes you have made to it, without the original changed.  This file is normally discarded when you exit, but in case you want to keep it as a copy, use CONTROL+Q rather than Q to suspend the deletion.  (NOTE:  The temporary file must be renamed; otherwise, it is overwritten the next time BINEDIT is run.)

ADVANCED SECTION:
Only read these lines if you are trying to dissemble code.  This feature will not be incredibly useful to one who does not have a basic idea of the way machine language operates.  For those who wish to learn more about how real-mode operating systems load and run programs, this section is for you.

Loading a file to dissemble:  When you select the Unassemble menu, you are prompted for a file name, which can resemble a COM or EXE format.  If the file has an extension of COM or EXE, the file will be loaded and interpreted automatically.  Otherwise, you will need to say what type of binary code the dissembler is looking at.

Once loaded, a screen appears that displays the basic information about the loaded program file.  COM files will be simple; EXE files will have a great deal of information.  This information is also attached to the head of the unassembled code text file.  The next step will be the internal code path tracing, which attempts to classify different blocks of code and their special functions.  Once finished, you will see the dissemble menu.  For simplicity, the base address of the load is treated as 1000H, with 1010H as the base address of the relocation.  (This is not the real base address of the load, but it serves its purpose.)

COM file type:  The first file type, COM, has a very simple file format.  When run, a COM file is loaded, without any modification to the raw binary code, into an arbitrary segment at offset 100H.  These 256 bytes that precede the code are the PSP, or Program Segment Prefix (I will mention more about what this is later).  The segment registers are all set to the same arbitrary paragraph, with IP starting at 100H.

The limitations of such a program are profound.  SS, CS, DS, and ES are generally confined to the same segment, meaning all data, stack, and code must fit within a 64K boundary from the paragraph.  Most COM programs are therefore extremely compact and simple.  For example, TSR’s such as the DOS mouse driver are COM files for simplicity.  While this limitation of simplicity generally exists, some programs are not necessarily tied to it.  If a COM program needs more than 64K of combined code, data, and stack, it may allocate more, but it must load and relocate all additional code manually.

EXE file type:  The other file type, EXE, was designed to circumvent this limitation.  These programs span multiple segments and can have DOS relocate them automatically.  There are three parts to an EXE:  header, relocation table, and binary code.  The header information is gathered in the information screen that appears when the file is initially loaded by BINEDIT.  The relocation table is used to patch the binary code’s segment addresses throughout the file, which are relative to the starting address—they still need to be augmented to correspond with the physical address in memory.  A certain amount of the binary code is loaded into memory based on the header specifications.  When the program is run, CS:IP and SS:SP are determined from the header information as relative addresses from the starting arbitrary paragraph in memory.  DS and ES, however, have values of 10H less than the starting paragraph in memory because they point to the PSP.  This means that although all relocations and CS and SS additions are relative to the starting paragraph address of relocation, this starting address is actually 256 bytes higher than the “real” starting address that includes the PSP.

The entire file does not necessarily need to be loaded when run.  Only the binary code is actually loaded (with its PSP prefix), and the length of the binary code loaded is found by taking the (number of pages - 1 )* 512 + (code in last page).  This often leaves some part of the EXE unloaded.  This part may be manually loaded later, such as if it is a Windows or Dos Protected-Mode application, or it can just contain copyright or debug information, which is not used at all.  MSDOS will also try to allocate the minimum number of paragraphs specified in the “Minimum size past code” value of the header.

Despite the possibility of automatic relocation, which occurs before the application is run, some programs with the EXE format use manual relocation anyway.  Such a situation often happens when the program is of any considerable size or complexity, if it runs in protected mode, or if it has any overlays, which must be manually relocated.

Code path tracing:
This is accomplished immediately after a file is loaded and relocated.  Specifically, BINEDIT will attempt to locate all possible conditional and unconditional branches that the program encounters.  All branches and subroutines are categorized and traced.  The discerned opcodes and their addresses are then dumped into a text file, which can be saved, read from, and edited at any time.

The path tracing routine has a few other fun features:

1) Automatic labeling system

2) Stack level determination

3) Translation of interrupt services

4) Complete categorization of code subblocks and special instructions

All of these will greatly enhance one’s ability to discover how a program works.  Of course, there are several limitations on the path tracing.

Limitations:

1) Incomplete interrupt reference.  The interrupt service translation is a perk; there is no way I can uncover the entire set of interrupts for MSDOS and the BIOS, and even if I could, there are usually significant permutations in data provided to the interrupts.  Therefore, each interrupt service is usually only named with a description; its other input registers are hearsay.

2) Misstated interrupt services.  Interrupt service translation is not 100% accurate.  The last assigned values of AH and AL are used to probe what type of software interrupt occurred, and these must be immediate values.  Otherwise, there is no objective way to determine the type of interrupt.

3) The term “stacklevel” is actually branch dependent, and should be read as “the maximum level of the stack of each block starting at a certain conditional branch or block starting point.”  This is just used to average the extent in which the stack is used in each code block.

4) Some code routines are untraceable, including interrupt routines, unrelocated addresses, and calls and jumps to addresses specified by memory locations.  There is no way to trace these paths until after the program has run to such an extent that the code routines can be set up and validated.

Marking untraceable routines:  For the untraceable routines, there are a few options available.  After all valid paths have been exhausted, a series of prompts will appear to you.  These can be a little confusing at first because of the seemingly cryptic data they display.  What is displayed is a variety of statistics and profiles, which can help you determine whether or not untraced areas of the program are indeed untraceable routines or data areas.

Imagine that each untraceable “routine” is actually a hole in the EXE binary that was not previously accessed by any of the path traces specified above.  What BINEDIT now tries to do is rather sketchy.  Starting from low memory, it will locate all such holes.  But, naturally, there is no possible means of determining where this routine originated from, if it is a routine.  For this reason, you must make a judgment call based on what you know for all untraced blocks greater than the auto-ignore threshold.

Auto-ignore threshold:  After all traceable routines have been found, some stats will appear that give a summary of how the lengths of untraceable routines distribute.  You then need to enter the threshold (number of bytes) that will be the cutoff point, under which no user prompts will occur.  Then you will determine what the threshold will be used for:  to ignore all blocks below the set threshold, or to follow all blocks below the set threshold.  A value of 8 or less is often the best; most routines that are sensible constitute a decent length.

Untraceable routine stats:

1) Base address and length.  This address, relative to the start of memory if the binary had been loaded at 1000:0000H, will always be the same for each segment no matter how many times you choose to dissemble the program.  Thus it is quite easy to backtrack and re-dissemble a program after recording the address in case you think you’ve made a mistake about code/data classification.  The length is the length of the uncharted routine.  Keep in mind that the nature of assembly code will nearly guarantee that a traced routine will terminate before the end of the block is reached; even if you trace that block, you almost assuredly will be requested to trace a latter portion of that block after that routine path trace has terminated.  This problem can be countered by setting the auto-ignore threshold appropriately.

2) Run-of-bytes correlations.  An excellent way to spot a data segment is to locate parts of memory where bytes run in repeated series; code is marked more often by irregular and unrepeated bytes.  All runs of repeated bytes are displayed using a “nnH x nnH” convention, with the first byte as the repeated byte and the second byte the length of the streak.  The number of correlations will be limited to ten, and there is a minimum of ten repetitions of each byte in order for a run to be displayed.  Needless to say, data often does not adhere to this trend; data may look irregular in memory.  Of course, you will know that you’ve mistakenly classified something as a code routine if you get something like ADD [BX+SI], AL over and over, which represents just a string of zeros!

3) Code profile.  It’s not very detailed, but the traceability of the first 256 bytes of code is gauged in this line.  The count of returns, interrupts, calls, jumps, and invalid opcodes are displayed.  Data is less likely to have a good number of meaningful opcodes and more likely to have invalid opcodes.  On the right, the first opcode that puts a dent in the path trace is displayed, as well as how many bytes it took to reach it.  This opcode, such as RET, IRET, JMP, or Invalid, is a practical means of determining if the end of the traced path warrants tracing or not.  In particular, one shouldn’t see the need to trace a path if the first terminating opcode is an invalid one.

4) Data profile.  The first 40 characters of the block are dumped for you to see.  This isn’t always helpful, but if it looks something like ASCII text, you can bet your life it’s a data segment.  If the byte sequence starts out like PUSH BP; MOV BP, SP, then it’s probably the start of a near or far routine.

If the size of the untraced block is large, you will see more than one correlation of run-of-bytes data.  This is so that you can make a judgment whether the information of the block you’re tracing isn’t misstated over a long interval.  For example, a block that looks like it has lots of runs of bytes may only have them over a short interval, yet valid code appears down the road, and within the block length.  In such an occasion, one would not wish to classify the entire block as data, but rather to use the length-skipping feature (see below).

Now you will be given four options as to the fate of the block:

1) Trace it.  This will treat the block as code and will do its best to trace as much as it can.  This leaves open the possibility of exploring other untraced blocks if jumps or calls to these blocks are made.  As stated, however, there is usually some part of the block left over that the trace didn’t reach.  This will often cause you to encounter another prompt, and another, and another, until you finally trace everything.  These may seem tedious, but it’s the only way to be sure!

2) Don’t trace it.  This will treat the block as data.  No tracing will occur in this block afterwards even if a routine jumps to or calls it, so use this option with care.

3) Skip a certain length before tracing.  You should only use this option if you have studied the program enough by this dissembler or otherwise that you are pretty sure what length of segments can be skipped as data.  After selecting this option, enter a length to skip; this length is treated as data, and the byte immediately after this length will mark the start of another untraceable block.

4) Stop tracing.  This option basically says forget it.  No more unknown block traces will occur; all untraced blocks are treated as data.  If you just want a quick profile of a program, select this option upon getting the first prompt, and you will bypass the tedious process of user prompts.  When dissembling a file for the first time, it is suggested that you not trace any of the unfollowed blocks until you learn more information about them.

The Unassemble Menu:
Now that the path trace is over, you will have several options to taste your wonderfully dissembled program fresh off the griddle.  First you will see a screen telling you the overall results of the trace.  If successfully dissembled, you will see the total number of blocks traced and the total number of code addresses referenced.  If there were errors in the process, you will be informed of them.  The following errors are possible:

Block overflow:  There were too many blocks to trace.  This means that the total number of independent code routines or data blocks was too much for the program to handle.  It is not likely this will happen to all but the very largest programs.

Path overflow:  This is also an error that causes the code trace to end abruptly.  BINEDIT allows up to 1,000 simultaneous paths to coexist (it traces one at a time).  Again, it is highly unlikely that this error will occur, since each section of code is traced only once and a proximity-biasing system attempts to prevent an overflow.

Reference address overflow:  The references are just used in the automatic label assignment feature.  It is somewhat more likely that this error will occur with large programs.  This doesn’t stop the code trace; rather, it is just used for your information so that you shouldn’t be too concerned about why the trace is taking so long.  Up to 2,500 individual addresses are allowed before overflow, but a program may possess any number of them.

Special instruction overflow:  When this error occurs, the program is too large to accurately categorize all of the special instructions, such as jumps, interrupts, and calls.  If no other error occurs, the program will still dissemble to completion, but some of the instant label linkages and special instruction references are forfeited.

In future versions, I will try to make it so that overflows never occur.  This will require more disk access, but it would allow you to dissemble programs that are extremely large and complex.

Appropriate Uses of BINEDIT:
The program has the ability to dissemble the code of nearly any program.  Please realize that although this is an open-source and free-to-use application, you must adhere to the respective copyright on each and every program you dissemble.  In other words, most programs that you build with your own compilers can be freely dissembled, since you own the program.  However, most commercial software places firm limitations on reverse engineering.  In order to see what is “safe” to dissemble, read the license agreement of the software package.

As an interesting side note, this program, while “open source,” is open source in another way—you can freely dissemble and even change BINEDIT while it’s being run!

