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Routers: The Basics


Most people consider routers to be simply devices that link up computers in a local area network; however, they are capable of doing much more than this. In the picture below, both networks (each having four systems) are connected to the router. There is also an Internet connection present here, and since they are all connected to the router, they can all have Internet access. 
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(Source: http://computer.howstuffworks.com/router1.htm)

In order to send data from one system to another, the router must know where and how to send the data. First of all, data is always sent in 1,500 byte “packets”. These are pieces of a file, and they each contain information that determines their location in the whole file. You can think of this information the same way you think of letters. Letters must have the address of the person it is to be sent to, or it will not reach its destination, and a return address so the person can write back. The same principle applies to packets. Each packet has an “envelope” which contains the address of the place it must be sent to, as well as the return address. Routers see these addresses and search for the fastest route to get to the destination. In the above example, lets say one of the systems on the left wants to send a file to one on the right. The file will be sent to the router, which will decide what path to take to send to data quickly. To figure out what connections are available, the router uses its configuration table.

The configuration table contains the following information:

· Connection – address match-ups (the addresses that each network holds)

· The first connections to use

· Rules for handling traffic [routine or special cases (ex: high traffic)]

In order to deliver the data correctly to its destination (or back), a logical address must be used. A logical address is simply points to the physical address. A logical address is generally an Internet Protocol Address (IP address). A physical address is a MAC (Media Access Control) address, which is permanently stored in your computer’s NIC (Network Interface Card). MAC addresses are made of two parts, each three bytes long. The first three identify the manufacturer of the NIC, and the second three holds its serial number. 

In the picture on the previous page, the path is obvious… to the right. Seeing as the address specified that the system belonged to that specific network, the router sends it to the right.  In this case, the situation was simple: destination A or destination B; however, larger networks are slightly more complicated.  The biggest network in existence is the Internet. Routers are what make the Internet work, and so they are often said to be the “backbone” of the Internet. The following is a rough representation of the Internet in relation to routers:

[image: image3.png]Routers determine the path between you and an Internet




(Source :  http://computer.howstuffworks.com/router2.htm)

Whenever a user wants to view a web page, their browser sends a request for an HTML (Hyper-Text Mark-Up Language) file, which needs to be sent back to the users computer for viewing. In order to do this, data needs to be sent to and from the server that contains the file you want to view. The Internet is actually one massive network, which the above picture demonstrates in a small scale. The path taken by the packets are never the same, although they sometimes may be. As the data travels from router to router, decisions are made on where to send the data in order to reach the destination in the lowest time possible. Routers take things such as high traffic and the configuration table into consideration when deciding where to send data. If it is unable to send out the data (either because of high traffic or if it is malfunctioning) it will ask for help from another nearby router. Because of this fact, routers are extremely good at independently finding their way around problems.

Different types of routers:

Many different forms of routers exist. You have most likely heard about the ones out on the market that are made for LANs, but this is only one type of router. Some are specialized super-computers that can handle extreme amounts of traffic compared to others. 


One of the biggest manufacturers of commercial routers (the ones that make up the internet backbone) is Cisco. Here are two examples:
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  Can be used for small networks of about 5 people.

(Source:  http://www.cisco.com/en/US/products/hw/routers/ps4866/index.html)
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Massive network support: 320 gigabytes/second 
(source: http://www.cisco.com/en/US/products/hw/routers/ps167/ps201/index.html)
The “tracert” Tool

(Note: stands for Trace Route)

This useful tool is included in any Windows package and gives the user the ability to track which routers they bypass when connecting to a server. It is accessed through the DOS-Prompt. You can either enter an IP address (Internet Protocol Address), or a domain name (ex: www.whatever.com) .
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It took 10 hops to connect to the BBC server. The first hop is always the computer you are using, so it can be ignored.

Understanding the output:

(Note: 1000ms (milli-seconds) = 1 second)
1           <10 ms
  <10 ms
     <10 ms
cisco.champlaincollege.qc.ca [198.168.103.12]

The first part of this line (the ‘1’) represents the number of the hop. 
The next three numbers (ex: <10 ms
  <10 ms     <10 ms) represent the amount of time it took to send out the data, the amount of time the data stayed on the server, and the amount of time it took to send out the data.
The last part of the line is the name of the machine. In this case, the name is “cisco.champlaincollege.qc.ca” and the IP address is 198.168.103.12 


Keep in mind that the domain name is merely there as a visual aid. The IP address is the equivalent. Ex: putting 212.58.240.111 in your browser’s address bar will bring you to www11.thny.bbc.co.uk (The British Broadcasting Company’s website).


As we have seen earlier, routers will find ways around problems to deliver data to its destination.  A great example of this is present in this situation, with hops 5 and 6.
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There is ‘*’ where a number is supposed to be at hop #6. This means that the request timed out… in other words, the data was not sent. In this case, that machine has the IP address 216.187.90.53 (hop #6) . In order for the data to reach its destination, the data is passed to a server on that same network (216.187.90.57 ) (hop #7). We know this because the first three numbers of each of those IP addresses are the same. This time, the data is successfully sent out.

TTL (Time to Live)


TCP/IP (Transmission Control Protocol / Internet Protocol) includes an interesting control feature that is designed as a safety mechanism that prevents packets from traveling between networks forever. This is known as Time to Live, or simply TTL. TTL is a number of seconds, usually 64.It can be thought of all a countdown. When the countdown is finished (TTL reaches 0), the packet is discarded. 

The “ping” Tool

With this tool, a user can determine a server/router's online status. If it is online, then the user will be able to ping it (the packet will be sent and returned). If not, then sent packets will be lost, and hence, the server/router is most likely offline. If it is online and is experienced lots of traffic, you will notice the time will be unusually high, and some packets may be lost, if not all.

The following image shows the ping command in action:
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Understanding The Output

Pinging www.google.com [216.239.33.99] with 32 bytes of data: 

First of all, the command will accept both domain names and IP addresses (since they are the same thing – as explained earlier). If you use a domain name, the output will include the IP address of that domain name. (Hence the [216.239.33.99] ) In addition, the size of the packets will also be displayed.

The next part of the output displays the individual pings:

Reply from 216.239.33.99: bytes=32 time=62ms TTL=46 

Reply from 216.239.33.99: bytes=32 time=78ms TTL=46 

Reply from 216.239.33.99: bytes=32 time=62ms TTL=46 

Reply from 216.239.33.99: bytes=32 time=62ms TTL=46 

In this example, no packets were lost. The “bytes” field is the amount of bytes sent. (32 by default) The "time" field is the amount of time it took for the packet to get there, and return. If the TTL time expires while in transit, the packets will be lost, and an error message will be seen.

Finally, the ping results are displayed. Note that the “round trip time” they speak of is the time it took for each individual packet to be sent and received.

Ping statistics for 216.239.33.99: 

    
Packets: Sent = 4, Received = 4, Lost = 0 (0% loss), 

Approximate round trip times in milli-seconds: 

   
 Minimum = 62ms, Maximum =  78ms , Average =  66ms 

 

 

A Brief Look at CISCO…

CISCO was founded in 1984, and since then, has not stopped innovating the networking market, hence making it the worldwide leader in networking for the Internet. The networking devices they make can be used for both large varieties of networks. Because of the customer service, quality and marketing techniques of CISCO, many CISCO routers are in use all over the world.

CISCO is also known in helping companies upgrade their networking equipment technology-wise. They even formed the IBSG (Internet Business Solutions Group) dedicated to helping top business leaders transform their own businesses into e-businesses. In addition to this, the CNA  (Cisco Networking Academies) in 128 countries, which are dedicated to teaching students to design, build, and maintain computer networks.

Cisco Routers (Types and purposes)


Cisco Systems are huge providers for routers. They provide everything from very technologically advanced routing platforms for building IP optimized backbones, to Ethernet LANs to WANs for small businesses and small branch offices, to more complex networks.

Here are some of their models that all serve for different purposes:

Cisco 1000 Series Routers

-Used mainly for small office environments.
Cisco 10000 Series Routers
-Industry's highest density T1 aggregation IP with advanced performance.

Cisco 10700 Series Routers


- Full IP routing capabilities and the Cisco Resilient Packet Ring (RPR) technology is in this router, which is used for the delivery of Ethernet and IP services.

Cisco 12000 Series Routers


- 10Gb routing portfolio with a complete range of interfaces and form factors, edge-optimized line card technology, proven investment protection, and reduced total cost of ownership.

The following are just a few standard routers. There are many more routing systems that perform better than others in certain areas. It depends on the users needs.

Modular Access Routers
These routers are especially designed for small branch offices and small or medium-sized businesses.

Multiservice Platform Routers
Used for medium-large size offices.

Broadband Aggregator Routers

These routers enable the selection and delivery of broadband network services, virtual private networks and voice and entertainment traffic in a network.

Mobile Access Routers

Ideal for use in defence vehicles, public safety, homeland security, etc.

Future of ROUTERS
There is a concern on everybody’s mind about the future of Internet routers. Why? The Internet is growing very rapidly and the Internet engineering community is concerned. The net is increasing in size and complexity, at a faster rate than anyone could have imagined. It’s increasing at a faster rate than Internet routers can handle.

The Internet Engineering Task force (IETF) are already on a mission to see the possible solution to this rising concern.

Bigger companies that rely on the Internet may need some powerful network gear sooner than they might have thought. Fred Baker, a routing pioneer with Cisco and a member of IETF says, “The sky is not falling, but the sky is hanging a little low”, which shows his concern about the future of Internet routing technology. He also says “This issue needs to be addressed soon”.

To understand the health of the Internet one would certainly need the number of entries in the backbone’s routing table, the master list of network destination’s, which is stored in backbone routers. The routing table contains two things: The size and the traffic. Thee two things indicate the overall health of the Internet.

After years of steady and stable growth, the size of the routing table and the traffic in it augmented very quickly compared to past years where the increase was at a respectable rate. One thing that is causing instability and damage to the Internet’s backbone routing system infrastructure is the frequent updates that network managers do to the routing table. 

The capacity and size of the routing table in not known by anyone, therefore nobody can predict when the Internet’s core routers will eventually start to crash. There are current predictions by specialists that clearly show that if Internet growth goes unchecked, the Internet can face a “power crunch” sooner than anyone could have expected.

Geoff Huston, a Telstra official who works with IETF says, “It’s not the size of the table, but the number of updates per second that kills a router stone head”. He also adds: “By the time that table gets to around 200,000 entries, we may be pushing a default-free router well beyond its processing capabilities”. It is taking longer to spread accurate routing information globally across the Internet because of its massive size it gained over all these years.

The time it takes to process a route withdrawal or a route announcement is getting longer and Geoff Huston believes that this is caused to processor overloading.

Multi-Homing

Why are the routing table entries increasing so fast? This effect is due because of the rising popularity of “multi-homing” on cooperate networks. Multi-homing is a network configuration when one Internet server is connected to 2 different ISP’s for improved reliability. A multi-homing network requires a separate entry in the routing table for every single ISP separately.

The following diagram shows multi-homing on a simple provider:

[image: image8.png]Simple Multihoming to a Single Provider





The bad thing is that most large companies and dot-com Internet sites multi-home their networks! Around 70% of the announcements in today’s routing tables are in fact, related to multi-homing. This trend is on the rise
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There is a reason why multi-homing is so popular nowadays. It’s because the cost of transmission circuits is becoming cheaper and cheaper. Because of this, it less expensive to buy Internet access services from two or more ISP’s. There is also the fact that companies are very much concerned about the reliability of their networks and are not willing to trust only one service provider, therefore they multi-home their networks.

“Some companies should have gotten better services from their providers”, mentions a Cisco engineer. This probably contributed to most companies switching to multi-homing. This Cisco engineer also mentions that “ISP’s have not done a very good job to explain to these big companies that multi-homing is not necessary”. Some companies are misinformed. 

Multi-homing and the size of routing tables is not something bad; however this trend contributes to the rise in equipment costs. This also putts more burdens on the routing protocols.

IETF is planning to revamp the 6-year-old standard used in multi-homing and backbone routing.  Network Managers can use the Border Gateway Protocol 4 to their advantage. They run it on routers to load balance and back up their Internet traffic. This is done across multiple ISP’s.

The creators of BGP4 (border Gateway Protocol 4) are still concerned, because they don’t know whether it will be able to carry millions or even tens of millions of distinct routing entries. Geoff Huston says (on this concern):”I believe we can scale up BGP to about two to three times of today without too much drama… We could tweak BGP to scale up to 10 to 20 times the size of today if we had better use of route attributions that allow selective aggregation”.

Selective aggregations would be able to reduce the number and the frequencies of the changes made to the routing table. To illustrate: When the Internet’s backbone losses a link, there a hundreds of messages sent to the routing table saying that individual routes are down. The BGP might be able to fix the problem by announcing this message only once compared to hundreds of times. Also, in the future, routers might be able to communicate with other routers along only one path of the Internet. 

IETF have launched Prefix Taxonomy Ongoing Measurement and Inter Network Experiment. The BGP4 redesign should be done soon. There will be a lot of benefits for to managers because of this redesign. Such advantages include:  improved tools that network managers may be able to use to allow them to meet their reliability needs with multi-homing. They will be able to successfully balance their traffic without anyone overloading the routing tables.

IETF may need to develop new framework for Internet routing where load and balancing and other traffic engineering messages used in multi-homing networks are carried by other types of protocols. We will have to wait and see. The future of Internet routers is in their hands…
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