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Assumptions of t-tests:  Exact and Approximate Tests 
 

Bruce Weaver (30-Jul-2004) 
 

Most introductory statistics textbooks list the following key assumptions for t-tests: 
 

1. The data must be sampled from a normally distributed population (or populations in case 
of a two-sample test). 

2. For two-sample tests, the two populations must have equal variances. 
3. Each score (or difference score for the paired t-test) must be independent of all other 

scores. 
 
The third of these is by far the most important assumption.  The first two are much less important 
than many people realize. 
 
Let’s stop and think about this for a moment (in the context of an unpaired t-test).  A normal 
distribution ranges from minus infinity to positive infinity.  So in truth, none of us who are 
dealing with real data ever sample from normally distributed populations.  Likewise, it is a 
virtual impossibility for two populations (at least of the sort that would interest us as researchers) 
to have exactly equal variances.  The upshot is that we never really meet the assumptions of 
normality and homogeneity of variance. 
 
Therefore, what the textbooks ought to say is that if one was able to sample from two normally 
distributed populations with exactly equal variances (and with each score being independent of 
all others), then the unpaired t-test would be an exact test.  That is, the sampling distribution of t 
under a true null hypothesis would be given exactly by the t-distribution with df = n1 + n2 – 2.  
Because we can never truly meet the assumptions of normality and homogeneity of variance, t-
tests on real data are approximate tests.  In other words, the sampling distribution of t under a 
true null hypothesis is approximated by the t-distribution with df = n1 + n2 – 2.   
 
So, rather than getting ourselves worked into a lather over normality and homogeneity of 
variance (which we know are not true), we ought to instead concern ourselves with the 
conditions under which the approximation is good enough to use (much like we do when using 
other approximate tests, such as Pearson’s chi-square). 
 
Two guidelines 
 
The t-test approximation will be poor if the populations from which you have sampled are too far 
from normal.  But how far is too far?  Some folks use statistical tests of normality to address this 
issue (e.g., Kolmogorov-Smirnov test; Shapiro-Wilks test).  However, statistical tests of 
normality are ill advised.  Why?  Because the seriousness of departure from normality is 
inversely related to sample size.  That is, departure from normality is most grievous when sample 
sizes are small, and becomes less serious as sample sizes increase.1  Tests of normality have very 

                                                 
1 As sample sizes increase, the sampling distribution of the mean approaches a normal distribution regardless of the 
shape of the original population.  (Read about the central limit theorem for details.) 
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little power to detect departure from normality when sample sizes are small, and have too much 
power when sample sizes are large.  So they are really quite useless. 
 
A far better way to “test” the shape of the distribution is to ask yourself the following simple 
question: 
 

Is it fair and honest to describe the two distributions using means and SDs? 
 
If the answer is YES, then it is probably fine to proceed with your t-test.  If the answer is NO 
(e.g., due to severe skewness, or due to the scale being too far from interval), then you should 
consider using another test, or perhaps transforming the data.  Note that the answer may be YES 
even if the distributions are somewhat skewed, provided they are both skewed in the same 
direction (and to the same degree). 
 
The second guideline, concerning homogeneity of variance, is that if the larger of the two 
variances is no more than 4 times the smaller,2 the t-test approximation is probably good 
enough—especially if the sample sizes are equal.  But as Howell (1997, p. 321) points out,  
 

It is important to note, however, that heterogeneity of variance and unequal sample sizes do not 
mix.  If you have reason to anticipate unequal variances, make every effort to keep your sample 
sizes as equal as possible. 

 
 
All models are wrong 
 
Finally, let me remind you of a statement that is attributed to George Box, author of a well-
known book on design and analysis of experiments: 
 

All models are wrong.  Some are useful. 
 
This is a very important point—and as one of my colleagues remarked, a very liberating 
statement.  When we perform statistical analyses, we create  models for the data.  By their nature, 
models are simplifications we use to aid our understanding of complex phenomena that cannot 
be grasped directly.  And we know that models are simplifications (e.g., I don’t think any of the 
early atomic physicists believed that the atom was actually a plum pudding.)  So we should not 
find it terribly distressing that many statistical models (e.g., t-tests, ANOVA, and all of the other 
parametric tests) are approximations.  Despite being wrong in the strictest sense of the word, 
they can still be very useful. 
 
 

                                                 
2 This translates to the larger SD being no more than twice as large as the smaller SD. 


