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Analysis of Covariance

2.1  Conceptual overview of ANCOVA
Howell (1997) introduces analysis of covariance (ANCOVA) in the context of a simple

3-group experiment.  The participants are drivers with varying degrees of driving experience.
The independent variable is the type of car driven during the experiment, small, medium, or
large.  And the dependent variable (Y) is the number of steering errors.  Let us imagine that we
randomly assigned drivers to the 3 groups.  In this case, it is likely that the mean level of driving
experience (X) will be roughly the same for all groups.  If so, the data could look something like
this:

Figure 16.2  from Howell (1997)

The data are plotted by group, and performance is plotted as a function of driving
experience (higher score = better performance).  The 3 lines are least squares regression lines,
each one computed on the data for one group only.  Howell (1997, p. 586) says this about the
figure:

One of the most striking things about Figure 16.2 is the large variability in both performance and
experience within each treatment.  This variability is so great that an analysis of variance on
performance scores would almost certainly fail to produce a significant effect.  Most of the
variability in performance, however is directly attributable to differences in driving experience,
which has nothing to do with what we wish to study.  If we could somehow remove (partial out)
the variance that can be attributed to experience (the covariate), we would have a clearer test of
our original hypothesis.  This is exactly what the analysis of covariance is designed to do, and
this is precisely the situation in which it does its job best--its job in this case being to reduce
the error term [emphasis added].
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Now let us imagine a slightly different situation, where participants are not randomly
assigned to groups.  In this case, it may be that the 3 groups differ in mean level of driving
experience.  And so the data may look something like this:

Figure 16.3  from Howell (1997)

The vertical line in the middle of the X-axis represents the mean level of driving
experience for all participants.  The mean levels of driving experience (X) and performance (Y)
for each group are shown at the points marked (Xi ,Y i ).  Note that X1 < X 2 < X 3 .

The values indicated by 
1′ Y ,  

2′ Y  and 
3′ Y   are the adjusted Y means.  As Howell

(1997) puts it, they represent our “best guess as to what the Y means would have been if the
treatments had not differed on the covariate.”  Note that for groups 1 and 2, the adjusted Y
means are larger than the unadjusted means; and for group 3, the adjusted Y mean is lower than
the unadjusted mean:

1′ Y > 1Y 2′ Y > 2Y 3′ Y < 3Y

The effect of this is to make the variability amongst the adjusted means greater than the
variability amongst the unadjusted means.  (Note for example that the difference between the
group 1 and group 3 adjusted means is much larger than the difference between the group 1 and
group 3 unadjusted means.)  This is important, because “the analysis of covariance then tests
whether these adjusted means differ significantly, again using an error term from which the
variance attributable to the covariate has been partialled out” (Howell, 1997, p. 586).  As we will
see later, the use of ANCOVA in this second type of situation (i.e., where the groups have
different covariate means) is somewhat controversial.

2.2  Assumptions of ANCOVA
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The normality and homogeneity of variance assumptions of ANOVA also apply to
ANCOVA.  In addition to that, it is assumed that there is a linear relationship between the
covariate and the dependent/criterion variable.  (There are methods for handling nonlinear
relationships.  These often involve transformations on one or both variables which result in the
relationship being linear.)  Finally, it is assumed that the regression lines for all groups are
parallel, or that they all have the same slope.  This is called the homogeneity of regression
assumption.

2.3  One-way ANOVA as a multiple regression problem
When we looked at simple and multiple regression, we saw that it is possible to take SSY

and partition it into SSregression and SSresidual.  We also noted that this partitioning of SSY is
analogous to the partitioning of SSTotal  in ANOVA.  It may not surprise you to discover,
therefore, that ANOVA is really a special case of multiple regression.  (And multiple
regression is a special case of what is called the general linear model.)  As Howell (1997,
p.566) says,

The fact that the analysis of variance has its own formal set of equations can be attributed
primarily to good fortune.  It happens that when certain conditions are met (as they are in the
analysis of variance), the somewhat cumbersome multiple regression calculations are reduced to a
few relatively simple equations.  If it were not for this, there might not even be a separate set of
procedures called the analysis of variance.

You may be wondering what any of this has to do with ANCOVA.  (On the other hand,
you may be wondering why you didn’t study English or History, or anything that didn’t require
you to take statistics.  If so, please snap out of it!)  The main reason for discussing it here is that
ANCOVA is much easier to understand in the context of multiple regression than it is in
the more traditional context of ANOVA.  Therefore, let us begin by taking a set of data and
seeing how the analysis of variance and multiple regression analysis lead to the same
conclusions.  The following problem is taken from Keppel and Saufley (1980):

A student was interested in comparing the effects of four kinds of reinforcement on children’s
performance in a visual discrimination task.  The four reinforcements used were praise for correct
responses, a jelly bean for correct responses, reproof for mistakes, and silence.  A block
randomization procedure was used to assign the children to the four groups, with seven children in
each condition.  The measure of performance given below is the number of errors made during the
course of the testing.  Analyze the data with an analysis of variance and determine whether the
treatments had an effect.
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Praise Jelly Bean Reproof Silence
68 78 94 54
63 69 82 51
58 58 73 32
51 57 67 74
41 53 66 65
40 52 61 80
34 48 61 73 Totals

----- ----- ----- ----- ----------
X∑ 355 415 504 429 1,703

2X∑ 18,995 25,275 37,176 27,971 109,417

Mean 50.714 59.286 72.000 61.286 60.821

The first step in carrying out a one-way ANOVA on these data is calculation of SStotal:

SSTotal = ∑ X2 −
(∑ X )2

kn
= 109,417 −

1,7032

4(7)
= 5838.107 (2.1)

And the second step is calculation of SStreatments:

SSTreatments = (∑ X1
2 n1) + (∑ X2

2 n2 ) + (∑ X3
2 n3) + (∑ X4

2 n4 ) − (∑ X)
2

kn

= (3552 7) + (4152 7) +(5042 7) + (4292 7) −
17032

4(7)
= 1607.821 (2.2)

And finally, by subtraction:

SSerror = SSTotal − SSTreatments = 5838.107 −1607.821 = 4230.286 (2.3)

The results of the ANOVA are summarized below:

Source SS df MS F p
Treatments 1,607.821 3 535.940 3.041 < .05
Error 4,230.286 24 176.262

-------------
Total 5,838.107 27

η2 = 1,607.821/5,838.107 = 0.275

2.3.1 Analysis of the same data using multiple regression
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Now let us see how we can analyze the same data using multiple regression techniques.
In order to do so, we need some way of coding the treatment level experienced by each of the
subjects.  To make a long story short, the number of predictor variables needed to code the
treatments for a one-way design is equal to k-1, where k is the number of treatments.  In the
present example, k = 4; and so we need 3 predictor variables.  Let the 3 predictor variables be X1,
X2, and X3; and let Y = the dependent variable, which is number of errors in this case.

The data for the 28 subjects in the experiment can now be coded as in the table shown
below.  The first 7 subjects received treatment 1, and have codes of 1, 0, and 0 for X1, X2, and X3.
The next 7 subjects received treatment 2 and have codes of 0,1, and 0.  Subjects 15-21 received
treatment 3, and have codes 0, 0, and 1. The last 7 subjects received treatment 4, and have codes
-1, -1, and -1.

For more information on how to generate dummy codes for predictor variables, and an
explanation of why it is done in this fashion, see Howell (1997, 1992).

Subject X1 X2 X3 Y
1 1 0 0 68
2 1 0 0 63
3 1 0 0 58
4 1 0 0 51
5 1 0 0 41
6 1 0 0 40
7 1 0 0 34
8 0 1 0 78
9 0 1 0 69

10 0 1 0 58
11 0 1 0 57
12 0 1 0 53
13 0 1 0 52
14 0 1 0 48
15 0 0 1 94
16 0 0 1 82
17 0 0 1 73
18 0 0 1 67
19 0 0 1 66
20 0 0 1 61
21 0 0 1 61
22 -1 -1 -1 54
23 -1 -1 -1 51
24 -1 -1 -1 32
25 -1 -1 -1 74
26 -1 -1 -1 65
27 -1 -1 -1 80
28 -1 -1 -1 73
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The next step is to carry out a multiple regression with 3 predictor variables (X1, X2, and
X3).  I did so using StatView Student.  (You could obtain the same results using SPSS.)  The
results are summarized below:

Multiple Regression Y 1 :Y    3 X variables

Count:

28

R:

.525

R-squared:

.275

Adj. R-squared:

.185

RMS Residual:

13.276

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

3 1607.821 535.94 3.041

24 4230.286 176.262 p = .0484

27 5838.107

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

Multiple Regression Y 1 :Y    3 X variables

Beta Coefficient Table

Coefficient: Std. Err.: Std. Coeff.: t-Value: Probability:

60.821

-10.107 4.346 -.495 2.326 .0288

-1.536 4.346 -.075 .353 .7269

11.179 4.346 .547 2.572 .0167

Variable:

INTERCEPT

X1

X2

X3

The regression equation is:

′ Y = −10.107X1 −1.536X2 + 11.179X3 + 60.821 (2.4)

And note the following points:

1. Apart from some terminological differences, the ANOVA summary table from the regression
analysis is identical to the one shown earlier.

2. The value of R2 from the multiple regression is identical to the value of η2 from the ANOVA:
R2 = η2 = .275.  In other words, both forms of analysis tell us that 27.5% of the variance in
the dependent variable is explained by the independent variable, and that this amount is
significantly greater than zero.

From this example, it should be clear that analysis of variance and regression analysis do
the same thing.  As Howell (1997) puts it, “there is no important difference between asking
whether different treatments produce different means [ANOVA], and asking whether means are
a function of treatments [regression].  We are simply looking at two sides of the same coin.”
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2.4  Factorial ANOVA as a multiple regression problem
Although things are slightly more complicated, factorial ANOVA designs can be handled

in much the same fashion as one-way designs.  To illustrate how, let us use the following data
from a 3x2 completely randomized design.  The dependent variable (Y) is the number of trials
needed by rats to learn a maze.  The two independent variables are strain of rat (bright, mixed,
and dull), and rearing environment (enriched versus impoverished).  The data are shown below:

Subject Strain (A) Env. (B) A1 A2 B1 A1B1 A2B1 Y
1 Bright Enrich 1 0 1 1 0 3
2 Bright Enrich 1 0 1 1 0 4
3 Bright Enrich 1 0 1 1 0 3
4 Bright Enrich 1 0 1 1 0 9
5 Bright Enrich 1 0 1 1 0 1
6 Bright Enrich 1 0 1 1 0 2
7 Bright Enrich 1 0 1 1 0 3
8 Bright Enrich 1 0 1 1 0 3
9 Bright Impov 1 0 -1 -1 0 5
10 Bright Impov 1 0 -1 -1 0 10
11 Bright Impov 1 0 -1 -1 0 10
12 Bright Impov 1 0 -1 -1 0 2
13 Bright Impov 1 0 -1 -1 0 4
14 Bright Impov 1 0 -1 -1 0 4
15 Bright Impov 1 0 -1 -1 0 3
16 Bright Impov 1 0 -1 -1 0 8
17 Mixed Enrich 0 1 1 0 1 4
18 Mixed Enrich 0 1 1 0 1 3
19 Mixed Enrich 0 1 1 0 1 2
20 Mixed Enrich 0 1 1 0 1 6
21 Mixed Enrich 0 1 1 0 1 8
22 Mixed Enrich 0 1 1 0 1 9
23 Mixed Enrich 0 1 1 0 1 4
24 Mixed Enrich 0 1 1 0 1 4
25 Mixed Impov 0 1 -1 0 -1 4
26 Mixed Impov 0 1 -1 0 -1 10
27 Mixed Impov 0 1 -1 0 -1 13
28 Mixed Impov 0 1 -1 0 -1 12
29 Mixed Impov 0 1 -1 0 -1 11
30 Mixed Impov 0 1 -1 0 -1 9
31 Mixed Impov 0 1 -1 0 -1 9
32 Mixed Impov 0 1 -1 0 -1 6
33 Dull Enrich -1 -1 1 -1 -1 4
34 Dull Enrich -1 -1 1 -1 -1 4
35 Dull Enrich -1 -1 1 -1 -1 6
36 Dull Enrich -1 -1 1 -1 -1 3
37 Dull Enrich -1 -1 1 -1 -1 9
38 Dull Enrich -1 -1 1 -1 -1 10
39 Dull Enrich -1 -1 1 -1 -1 13
40 Dull Enrich -1 -1 1 -1 -1 10
41 Dull Impov -1 -1 -1 1 1 4
42 Dull Impov -1 -1 -1 1 1 9
43 Dull Impov -1 -1 -1 1 1 16
44 Dull Impov -1 -1 -1 1 1 14
45 Dull Impov -1 -1 -1 1 1 13
46 Dull Impov -1 -1 -1 1 1 12
47 Dull Impov -1 -1 -1 1 1 7
48 Dull Impov -1 -1 -1 1 1 14
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Let us begin by conducting a 3x2 ANOVA on these data.  Independent variable A is
strain of rat, which is coded in column 2; and independent variable B is rearing environment,
which is coded in column 3.  The dependent variable is Y in the last column.  The ANOVA
summary table from StatView Student is as follows:

Anova table for a 2-factor Analysis of Variance on Y 1: Data

Source: df: Sum of Squares: Mean Square: F-test: P value:

Strain (A) 2 171.5 85.75 8.499 .0008

Env (B) 1 140.083 140.083 13.884 .0006

AB 2 8.667 4.333 .429 .6537

Error 42 423.75 10.089

There were no missing cells found.

The AB Incidence table on Y 1: Data

S
t
r
a
i
n

Env: 

Bright

Mixed

Dull

Totals:

8

3.5

8

5

8

7.375

24

5.292

Enrich

8

5.75

8

9.25

8

11.125

24

8.708

Impov Totals:

16

4.625

16

7.125

16

9.25

48

7

From this output, it is clear that both main effects are significant, but the interaction is
not.

Before going on, I should say something about how the data are coded for regression
analysis.  The dummy codes to be used in the regression analysis are shown in columns 4-8.
Because there are 3 levels of variable A, we need 2 columns to code which level of A was
appropriate for each subject, A1 and A2.  For “bright” rats, the codes in these 2 columns are 1 and
0; for “mixed” rats, they are 0 and 1; and for “dull” rats, -1 and -1.

Variable B (environment) has only 2 levels, so only one column is needed to code the
level for each subject: Enriched environment is coded with 1, and impoverished environment
with -1.
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Finally, it is also necessary to code the AxB combination for each subject.  The number
of columns needed to do so is equal to the degrees of freedom for the interaction term.  In this
case, dfAxB = 2.  The first of these columns, labeled A1B1, contains the product of the codes in
columns A1 and B1.  And the column labeled A2B1, contains the product of the codes in columns
A2 and B1.

We are now ready to perform multiple regression with 5 predictor variables (A1 - A2B1)
and one criterion (Y).  The results of this analysis (from StatView Student) are as follows:

Multiple Regression Y 1:Data    5 X variables

Count:

48

R:

.656

R-squared:

.43

Adj. R-squared:

.363

RMS Residual:

3.176

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

5 320.25 64.05 6.348

42 423.75 10.089 p = .0002

47 744

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

Multiple Regression Y 1:Data    5 X variables

Beta Coefficient Table

Coefficient: Std. Err.: Std. Coeff.: t-Value: Probability:

7

-2.375 .648 -.493 3.663 .0007

.125 .648 .026 .193 .8481

-1.708 .458 -.434 3.726 .0006

.583 .648 .121 .9 .3734

-.417 .648 -.086 .643 .524

Variable:

INTERCEPT

A1

A2

B1

A1B1

A2B1

From this output, it is clear that a regression model that includes all 5 predictors accounts
for 43% of the variability in the criterion variable (Y), and that this amount is significantly
greater than zero, F(5,42) = 6.348, p < .001.  However, you may have noticed that there is no F-
value equal to 6.348 in the ANOVA output shown earlier.  Note as well that the regression
analysis of these data has not yet yielded F-tests for the main effects of A and B, and the AxB
interaction.  The reasons for these apparent discrepancies are explained next.

You may recall that the first step in two-way, between-groups ANOVA is the same as the
first step in one-way ANOVA:  The total SS is partitioned into between groups SS and within-
groups SS:

SSTotal = SSbetween _ groups + SSwithin _ groups (2.5)
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The second step is further partitioning of the between-groups SS as follows:

SSbetween _ groups = SSA + SSB + SSAxB (2.6)

Before going on to the second step, we could have computed a between-groups MS as
follows:

MSbetween _ groups =
SSbetween _ groups

dfbetween _ groups

(2.7)

And then we could have computed an F-value with df = dfA + dfB + dfAxB:

F =
MSbetween _ groups

MSwithin _ groups

(2.8)

Substituting the current data into equation 2.6 yields:

SSbetween _ groups = 171.5 +140.083 + 8.667 = 320.25 (2.9)

The between groups df = 3x2-1 = 5, and so

MSbetween _ groups =
320.25

5
= 64.05 (2.10)

MSerror from the ANOVA = 10.089, and so,

F =
64.05

10.089
= 6.348 (2.11)

This F-value is identical to the F-value obtained in the regression analysis.

The next thing we need to look at is how to generate F-tests for the main effects of A and
B and the AxB interaction from the regression analysis.  The regression I performed earlier used
all 5 predictors.  And as we have seen, the SSregression reflected the main effects of A and B, and
the AxB interaction.  To be consistent with Howell (1997), I will refer to this SS as
SSregression(α ,β ,αβ ) .

SSregression(α ,β ,αβ ) = 320.25 (2.12)

Now let us carry out another regression analysis using only 3 predictors,  A1, A2, and B1.
The results of this analysis are as follows:
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Multiple Regression Y 1:Data    3 X variables

Count:

48

R:

.647

R-squared:

.419

Adj. R-squared:

.379

RMS Residual:

3.135

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

3 311.583 103.861 10.568

44 432.417 9.828 p = .0001

47 744

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

This analysis has omitted the predictors that pertain to the AxB interaction.  And so the
SSregression tells us how much of the variability is explained by the main effects of A and B
without the interaction:

SSregression(α ,β ) = 311.583 (2.13)

Moving on, we could carry out a 3rd regression analysis with predictors B1, A1B1, and
A2B1.  The results of this analysis are:

Multiple Regression Y 1:Data    3 X variables

Count:

48

R:

.447

R-squared:

.2

Adj. R-squared:

.145

RMS Residual:

3.678

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

3 148.75 49.583 3.665

44 595.25 13.528 p = .0192

47 744

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

SSregression from this analysis  tells us how much of the variability of Y is explained by the main
effect of B and the AxB interaction without the main effect of A:

SSregression(β,αβ ) = 148.75 (2.14)

And finally, another regression with predictors A1, A2, A1B1, and A2B1 yields:
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Multiple Regression Y 1:Data    4 X variables

Count:

48

R:

.492

R-squared:

.242

Adj. R-squared:

.172

RMS Residual:

3.621

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

4 180.167 45.042 3.435

43 563.833 13.112 p = .016

47 744

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

SSregression from this analysis  tells us how much of the variability of Y is explained by the main
effect of A and the AxB interaction without the main effect of B:

SSregression(α ,αβ ) = 180.167 (2.15)

And now it is possible to generate SSA, SSB, and SSAxB as follows:

SSA = SSregression(α ,β ,αβ ) − SSregression(β,αβ ) = 320.25 −148.75 = 171.5 (2.16)

SSB = SSregression(α ,β ,αβ ) − SSregression(α ,αβ) = 320.25 −180.167 = 140.083 (2.17)

SSAxB = SSregression(α , β,αβ ) − SSregression(α ,β ) = 320.25 − 311.583 = 8.667 (2.18)

These sums of squares are identical to those shown in the ANOVA summary table at the
start of this section; and MSresidual from the first regression analysis (with all 5 predictors) is
equal to MSerror from the ANOVA.  Therefore, the F-tests for the main effects of A and B and the
AxB interaction that fall out of this regression analysis will be identical to those reported in the
ANOVA summary table.  Once again, therefore, it is clear that ANOVA and regression analysis
both do the same thing--i.e., they both partition the total variability of Y into that which can
be explained by other variables, and that which cannot be explained.

2.5  One-way ANCOVA
We are now ready to tackle the computations involved in carrying out a one-way analysis

of covariance.  I will use an example given by Keppel (1982).  It concerns an experiment with 3
independent groups.  Each subject was given a pretest before participating in the experiment.
This pretest score will be the covariate (C).  Dummy codes for group membership are in columns
X1 and X2.  The data shown in columns CX1 and CX2 are related to the interaction between
covariate and treatment.  And the dependent variable is in column Y.  The data are shown in the
following table:
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Subject Group Pretest (C) X1 X2 CX1 CX2 Y
1 1 10 1 0 10 0 15
2 1 6 1 0 6 0 1
3 1 5 1 0 5 0 4
4 1 8 1 0 8 0 6
5 1 9 1 0 9 0 10
6 1 4 1 0 4 0 0
7 1 9 1 0 9 0 7
8 1 12 1 0 12 0 13
9 2 4 0 1 0 4 6

10 2 8 0 1 0 8 13
11 2 8 0 1 0 8 5
12 2 8 0 1 0 8 18
13 2 6 0 1 0 6 9
14 2 11 0 1 0 11 7
15 2 10 0 1 0 10 15
16 2 9 0 1 0 9 15
17 3 7 -1 -1 -7 -7 14
18 3 8 -1 -1 -8 -8 9
19 3 7 -1 -1 -7 -7 16
20 3 3 -1 -1 -3 -3 7
21 3 6 -1 -1 -6 -6 13
22 3 8 -1 -1 -8 -8 18
23 3 6 -1 -1 -6 -6 13
24 3 8 -1 -1 -8 -8 6

Grp 1 Mean 7.88 7.00
Grp 2 Mean 8.00 11.00
Grp 3 Mean 6.63 12.00

Step 1
The first step is to carry out a multiple regression with X1, X2, C, CX1 and CX2 as

predictors, and Y as the criterion.  This analysis will tell us how much of the variability in Y can
be explained by the treatment effect (X1, X2), the covariate (C), and the interaction between the
two.  The results are as follows:
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Multiple Regression Y 1:Y    5 X variables

Count:

24

R:

.709

R-squared:

.503

Adj. R-squared:

.365

RMS Residual:

4.105

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

5 306.63 61.326 3.639

18 303.37 16.854 p = .0189

23 610

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

Following Howell (1997), I will use the Greek letter tau (τ) to stand for the treatment
effect.  Thus, the SSregression from this first analysis can be symbolized SSregression(τ,c,τc) .  So for this
analysis,SSregression(τ ,c,τc ) = 306.63, and Rregression(τ ,c ,τc)

2 = .503.

Step 2
The second step is to check for violation of the assumption of homogeneity of regression.

This assumption is violated if the regression lines for the individual groups are not parallel.
Putting this another way, the assumption is violated if there is a significant treatment x
covariate interaction.  If there is a significant treatment x covariate interaction, then removal of
predictors CX1 and CX2 ought to lead to a significant decrement in R2.  On the other hand, if the
homogeneity of regression assumption is not violated, then removal of these predictors ought to
produce only a very small (nonsignificant) change in R2.

The results for a multiple regression with only X1, X2,  and C  as predictors, and Y as the
criterion are given below:

Multiple Regression Y 1:Y    3 X variables

Count:

24

R:

.672

R-squared:

.452

Adj. R-squared:

.37

RMS Residual:

4.088

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

3 275.828 91.943 5.503

20 334.172 16.709 p = .0064

23 610

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed
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For this analysis,SSregression(τ ,c) = 275.828 , and Rregression(τ ,c )
2 = .452 .  We can test for the

significance of the change in R2 using the F-test we first encountered in the section on multiple
regression (Equation 5.24):

   F( f − r,N − f −1) =
(N − f −1)(Rτ ,c ,τ c

2 − Rτ , c
2 )

( f − r)(1− Rτ , c,τc
2 )

=
(24 − 5 −1)(.503 − .452)

(5 − 3)(1 − .503)
= .924 (2.19)

This value of F (on 2 and 18 df) is not significant.  Therefore, the exclusion of predictors
that pertain to the treatment x covariate interaction has not led to a significant decrement in R2.
In other words, the homogeneity of regression assumption has been met for these data, and so we
can proceed.

Before going on to the next step, note that all further analysis will be based on
comparisons of even more reduced models with this reduced model (i.e., the model with X1, X2,
and C as predictors).  Therefore, to make the terminology a bit easier, I will henceforth refer to
this model as the revised full model.  Note as well that the SSresidual from this model is the one
that we will use for testing the adjusted treatment effect.

Step 3
Now we must carry out a regression analysis with only the covariate (C) as a predictor,

and Y as the criterion.  The results of this (simple) regression analysis are as follows:
Simple Regression X 1: COV    Y1: Y

Count:

24

R:

.425

R-squared:

.18

Adj. R-squared:

.143

RMS Residual:

4.767

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

1 110.035 110.035 4.842

22 499.965 22.726 p = .0386

23 610

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

And soSSregression(c) = 110.035 .

Step 4
Next is a multiple regression with X1 and X2 as the predictors.  The results are shown

below:
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Multiple Regression Y 1:Y    2 X variables

Count:

24

R:

.428

R-squared:

.184

Adj. R-squared:

.106

RMS Residual:

4.87

Analysis of Variance Table
DF: Sum Squares: Mean Square: F-test:

2 112 56 2.361

21 498 23.714 p = .1188

23 610

Source

REGRESSION

RESIDUAL

TOTAL

No Residual Statistics Computed

SSregression(τ ) = 112.

Step 5
You may find yourself unsure about why we carried out some of the preceding steps.  If

so, read on, because Step 5 is where we bring it all together.  By the end of this step, we will
have the following components for our ANCOVA summary table:

SScovariate

SStreatment(adjusted)

SSresidual

The easiest one to come up with is SSresidual:  It is just the SSresidual from our revised full model--
i.e., the model that had X1, X2, and the covariate (C) as predictors (Step 2 above).  And so,
SSresidual = 334.172.

The other sums of squares are computed by subtraction from the revised full model as
follows:

SScovariate = SSregression(τ ,c ) − SSregression(τ ) = 275.828 − 112 = 163.828 (2.20)

SSTreatment(adj .) = SSregression(τ ,c ) − SSregression(c ) = 275.828 −110.035 = 165.793 (2.21)

There are k-1 degrees of freedom associated with the adjusted treatment effect, and N-k-c
degrees of freedom with the residual variance (where c = the number of covariates).  Four our
data, N = 24, and k = 3.  For covariates, df = the number of covariates, which is one in this case.

Armed with this information, we can proceed to make a summary table for the
ANCOVA:

Source SS df MS F p
Covariate 163.828 1 163.828 9.809 < .01
Treatment (adj.) 165.793 2 82.897 4.964 < .05
Residual 334.172 20 16.701
Total 610.000 23
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2.6  Analysis of the same data with ANOVA
For the sake of comparison, let us now look at an ANOVA summary table for the same

data:
One Factor ANOVA  X 1: Grp    Y1: Y

Analysis of Variance Table

DF: Sum Squares: Mean Square: F-test:

2 112 56 2.361

21 498 23.714 p = .1188

23 610

Source:

Between groups

Within groups

Total

Model II estimate of between component variance = 4.036

Note that for the ANOVA, SSerror = 498.  As you might have expected, this is the same as
SSresidual from our earlier regression analysis with X1 and X2 as predictors.  It is also larger than
SSresidual for the ANCOVA.  (Recall that ANCOVA is designed to reduce the size of the error
term.)  Because the error term is smaller, the ANCOVA is more sensitive, and in this case
allowed us to detect a significant (adjusted) treatment effect where the ANOVA did not.  Note as
well, however, that dfresidual is smaller for the ANCOVA, and that this entails loss of power, all
other things being equal.

2.7  Adjusted means
As mentioned earlier, ANCOVA tests whether the adjusted means differ significantly.

And so, to interpret the results of the ANCOVA properly, one needs to know the values of the
adjusted means.  Howell (1997, 1992) explains one method for calculating adjusted means (i.e.,
using the regression equation from the revised full model).  Glass and Hopkins (1984) give a
slightly different method, which I will explain here.  According to Glass and Hopkins, the
adjusted mean of group j is calculated as follows:

′ Y j = Y j − bw (Cj − C •) (2.22)

where Yj  is the unadjusted (or observed) mean on the dependent variable for group j; Cj  is the

mean on the covariate for group j; C•  is the grand (overall) mean on the covariate; and bw is the
within groups slope constant.  You may recall that in simple linear regression,

b =
SP

SSX

(2.23)

The within groups slope constant in ANCOVA is calculated in similar fashion:
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bw =
SPwithin

SSC _ within

(2.24)

The expressions in the numerator and denominator of Equation 2.24 are defined as follows, with
summation across groups:

SPwithin = SP∑ (2.25)

SSC _ within = SSC∑ (2.26)

Equation 2.25 indicates that you must calculate the “sum of products” (SP) for each
group separately, and then add them up. Equation 2.26 indicates that you must calculate the
“sum of squares” of the covariate (SSC) for each group separately, and then add them up.  Let us
see how this works with the data from our ANCOVA problem (p. 13 of these notes).  Taking the
data for each of the 3 groups separately, I found the following:

Group 1 Group 2 Group 3 Sum
SP 92.000 24.000 15.000 131.000

SSC 50.875 34.000 19.875 104.750

Therefore,

bw =
SPwithin

SSC _ within

=
131

104.75
= 1.251 (2.27)

I also found that the overall mean of the covariate is equal to 7.5  The observed/unadjusted Y
means are 7, 11, and 12; and the covariate means are 7.88, 8.00, and 6.63 (from the table on page
13).  And so, we can now plug values into Equation 2.22 to compute the adjusted means for each
group:

Group 1: ′ Y j = Y j − bw (Cj − C •) = 7 −1.251(7.88 − 7.5) = 6.52

Group 2: ′ Y j = Y j − bw (Cj − C •) = 11−1.251(8 − 7.5) = 10.37

Group 3: ′ Y j = Y j − bw (Cj − C •) = 12 −1.251(6.63 − 7.5) = 13.09

The observed and adjusted means, along with the covariate means are summarized in the
following table:

Group 1 Group 2 Group 3 Overall
Covariate Mean 7.88 8.00 6.63 7.50
Unadjusted Y Mean 7.00 11.00 12.00 10.00
Adjusted Y Mean 6.52 10.37 13.09 9.99
Note:  The difference between unadjusted and adjusted overall means is due to rounding error.
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Note that the covariate means for Groups 1 and 2 are higher than the overall covariate
mean, and that for these groups, the adjusted Y means are lower than the unadjusted Y means.
For Group 3, on the other hand, the covariate mean is lower than the overall covariate mean, and
the adjusted Y mean is higher than the unadjusted Y mean.  This pattern makes sense, given that
there is a positive relationship between the covariate and the dependent variable.  (Remember
that the adjusted means are our best guess as to what the means would be if all groups were
equal on the covariate.)  If the relationship between the covariate and dependent variable was
negative, then this pattern would be reversed:  That is, adjusted means for groups with lower
than average covariate means would be lower than the unadjusted means; and adjusted means for
groups with higher than average covariate means would be higher than the unadjusted means.
Perhaps the reasons for this will be clearer if you sketch a figure like the one shown at the start
of this chapter, but with negative slopes on the regression lines.

As in ANOVA, it may be necessary to carry out further comparisons beyond the omnibus
test.  Howell (1997, 1992) explains how this is done, should you ever need to know--or even just
want to know.

2.8  ANCOVA Precautions
In using ANCOVA, it is vital that the scores on the covariate are not influenced by the

experimental treatment.  A reasonably strong linear relationship between the covariate and the
dependent measure is also necessary.  Keppel (1982, p. 492) makes both of these points very
nicely:

The main criterion for a covariate is a high linear correlation with the dependent variable.  In
most cases, the scores on the covariate are obtained prior to the initiation of the experimental
treatment.  There may be a formal pretest of some sort administered to all potential participants
in the experiment, or the scores may be available from records of the subjects.  Achievement
scores, IQ determinations, and grade-point averages are common examples.  Occasionally, the
scores on the covariate are gathered after the experiment is completed.  Such a procedure is
defensible only when it is certain that the experimental treatment did not influence the covariate.
For relatively “permanent” subject abilities (e.g., reading ability) this may be a reasonable
assumption, but for labile tendencies (e.g., anxiety, ego involvement) it may be an untenable
position to take.  The analysis of covariance is predicated upon the availability of information
that is independent of the experimental treatment.  Therefore, any determination that is taken
following the end of the experiment should be scrutinized carefully.

Glass and Hopkins (1984) give a few other warnings that are quite technical.  Rather than
go into these here, I will close this section with the two paragraphs Glass and Hopkins use to
introduce ANCOVA (p. 492):

The analysis of covariance (ANCOVA) is a method of statistical analysis devised by R.A. Fisher
in 1932 that combines the analysis of variance with regression analysis.  It is used to (1) increase
statistical power, and/or (2) reduce bias, that is to equate (statistically) groups on one or more
variables.  ANCOVA can often accomplish the purpose of increasing power, but its ability to
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remove bias is fraught with technical difficulties that have been frequently ignored.  Many
novices have viewed ANCOVA as the Messiah of statistical methods; it has been asked to give
signs and perform wonders--to reveal the truth amidst a bewildering array of uncontrolled and
poorly measured confounding variables.

Some have mistakenly assumed that ANCOVA, in effect, transforms quasi experiments [i.e.,
studies in which subjects are not randomly assigned to treatments, but taken as they occurred
naturally] into randomized experiments.  In reality ANCOVA is unable to give the results of a
quasi-experiment the same degree of credibility provided by randomized experiments.

2.9  An alternative to ANCOVA:  The Treatments x Blocks design
A problem with the one-way ANOVA in section 6.6 of these notes is that individual

differences were “essentially allowed to remain unchecked” (Keppel, 1982, p. 247).  ANCOVA
provides one way, but not the only way, of taking individual differences into account.  An
alternative method is the Treatments x Blocks design.  (It is also referred to as the Treatments
x Levels design, the stratified design, or the randomized blocks design.)  Keppel explains this
design in the context of an experiment with N = 60 subjects and a = 4 levels of independent
variable A.  If we were using a completely randomized (one-way) design, then we would
randomly assign n = 15 subjects to each treatment.  But suppose that we had information about
the subjects prior to the experiment that allowed us to group the subjects into 3 blocks with 20
subjects in each block.  If the blocking variable was driving experience, for example, the 60
subjects could be ranked according to driving experience, and then the top 20 assigned to block
1, the next 20 to block 2, and the final 20 to block 3.  Now we could take the 20 subjects in block
1 (i.e., the highly experienced subjects) and randomly assign 5 of them to each level of
independent variable A.  And we could do likewise for blocks 2 and 3 (i.e., the medium and low
experience groups).  The data from this experiment could then be analyzed with a 4x3
independent groups ANOVA.

Keppel (1982) says this about the Treatments x Blocks design:

 The use of a blocking factor often results in an experiment that is more sensitive than the
corresponding experiment without blocks.  The error term in the completely randomized
experiment [i.e., with only independent variable A] ... reflects the variability of subjects from
populations in which the blocking factor is allowed to vary unchecked.  In contrast, the error
term for the Treatments X Blocks design ... reflects the variability of subjects from populations
in which variation in the blocking factor is greatly restricted.  Additionally, any Treatments X
Blocks interaction, which remains undetected in the completely randomized experiment (except
for differences in within-groups variances), is isolated and removed from the error term in the
Treatments X Blocks design.
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2.10  ANCOVA or Treatments X Blocks design?
The primary reason for using a within-subjects design, ANCOVA, or a Treatments X

Blocks design (rather than a completely randomized design) is to increase the precision of the
experiment by decreasing the size of the error term.  Keppel (1982, p. 512) says:

If the choice is between blocking and the analysis of covariance, Feldt (1958) has shown that
blocking is more precise when the correlation between the covariate and the dependent variable
is less than .4, while the analysis of covariance is more precise with correlations greater than .6.
Since we rarely obtain correlations of this latter magnitude in the behavioral sciences, we will
not find a unique advantage in the analysis of covariance in most research applications.

Keppel (1982, p. 513) also prefers the Treatments X Blocks design to ANCOVA on the
grounds that the underlying assumptions are less stringent:

Both within-subjects designs and analyses of covariance require a number of specialized
statistical assumptions.  With the former, homogeneity of between treatment differences and the
absence of differential carryover effects are assumptions that are critical for an unambiguous
interpretation of the results of an experiment.  With the latter, the most stringent is the
assumption of homogeneous within-group regression coefficients.  Both the analysis of
covariance and the analysis of within-subjects designs are sensitive only to the linear relationship
between X and Y, in the first case, and between pairs of treatment conditions in the second case.
In contrast, the Treatments X Blocks design is sensitive to any type of relationship between
treatments and blocks--not just linear.  As Winer puts it, the Treatments X Blocks design “is a
function-free regression scheme” (1971, p. 754).  This is a major advantage of the Treatments X
Blocks design.  In short, the Treatments X Blocks design does not have restrictive assumptions
and, for this reason, is to be preferred for its relative freedom from statistical assumptions
underlying the data analysis.

---------------------------------------------------------------------
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Review Questions

1. Explain briefly the relationship between one-way ANOVA and multiple regression.
 

2. Suppose you wished to analyze the data from a 3x5 completely randomized design using
multiple regression techniques.  List the dummy codes for all 15 cells.

 

3. What is the main purpose of ANCOVA?
 

4. List the two main criteria for a covariate.
 

5. Explain the homogeneity of regression assumption.
 

6. An alternative to ANCOVA is the Treatments X Blocks design.  Explain how this design
works.

 

7. Does the Treatments X Blocks design have any advantages over ANCOVA?  If so, list them.

---------------------------------------------------------------------


