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Mark Hapner:  Well, I'm very happy to be able to come to speak to you about Enterprise Java Beans.  This is a very impressive group, and I didn't expect to see so many people in the room, but I think that there are several levels at which you can talk about Enterprise Java Beans, and I'll try to touch on all of those levels.  I'll try to provide a basic description for those people who don't really know that much about what Enterprise Java Beans are, and I'll try to put it in context so that you can see the way that Sun views Enterprise Java Beans because I think it might be a little, slightly different than what you might expect.  


First of all, I think one of the questions that comes up quite frequently is what is the difference between Enterprise Java Beans and Microsoft Transaction Server.  And Microsoft thought that was a fairly important question, so they've gone to some trouble to write their evaluation of that question and I would say, surprisingly, given the source, it's a reasonably even-handed description.  But if you read through all the details, the bottom line in their evaluation is that Microsoft Transaction Server is a product, something that you can write components for today, that you can write business applications using, that has several releases under its belt, and Enterprise Java Beans is a specification.  You know, it's a stack of paper that has a number of companies that have committed to supporting it, and it has a few products that are just beginning to come out in the marketplace, but, you know, basically it's this experimental stuff that you really wouldn't want to let anywhere near your back office environment.  So I think that several years ago Microsoft decided that application servers were something that was very important, and they decided they were going to make a significant investment.  They were going to hire the best people that they could find, many of them from this valley, and they set to work to turn Com, this local mechanism for writing a combination of GUI components and desktop automation, to try to turn that into an application server component mechanism.  And because they had some smart folks, those folks actually did a pretty good job.  They were able to take that and actually come up with a fairly mediocre component model, and I think that actually is a credit to them because it was actually quite difficult to do, and - but they accomplished that.  And then they went to work, as they've done in many other cases, and they put some very slick tools in front of it to make it very accessible and easy to use.  They had kind of a rocky start with that, but they've been putting out new versions, and they have, you know, somewhat of a stable product there.  They integrated it closely with IIS, with Microsoft Sequel Server.  Of course, they bundled it with Back Office to make sure they put any possible competition out of business with their server.  And, you know, at that point, from their standpoint it was kind of game, set, match.  They have taken over the application server space.


So during that same time, Sun started to hear from both Java licensees and Java users that, hey, you know, this Java stuff is pretty nice to use on the server.  It's - we're able to develop services fairly quickly with it.  At that point in time, it was primarily used as an adjunct to web servers.  But it provided a very nice practical tool, and they said, "Well, what are you going to do about this?  What are you going to do to make industrial strength server application development possible with Java?"  


So they sent two engineers, myself and a man named Vlada Matena off into a corner to figure out, well, what could we do to come up with an industrial component strategy for Java on the server?  And so we come up with an initial specification.  We talked to the partners about it.  There was really wild enthusiasm about the basic concepts that we were moving forward with.  Those partners really dedicated their best engineering talent to help us, I guess I would say kindly help us take off the rough edges from the original specification that we'd put together.  And after several attempts at that, we made the specification public.  We got a lot of great comments from the Java community that we were able to work back into the component concept.  And as of last Java I, we made the 1.0 version of the specification public.


So at this point EJB is a specification, but it's a specification that really has the best thinking of the computer industry, combined behind the basic infrastructure provided by the Java Virtual Machine and the Java language.  And what has happened over just the last few months is that there've been a number of products now that have come out, some from small companies, some from larger companies, but we're actually beginning to see an EJB industry start to form.  And they're able to leverage a common component model for middle tier development, and they're able to put that over vastly different infrastructures.  You know, whether it's the Oracle database server or it's the WebLogic, I guess now BEA, server [laughs] that - you know, those are vastly different technologies, but they're able to represent their functionality to the user as a common middle tier component model.  


And so it's true.  I agree completely with Microsoft that MTS is a product.  It's a product designed to kill everybody else in the application server environment.  And EJB is a specification.  It was developed in an open fashion, and it's really spawning and focusing really the energies of a whole industry to produce a broad array of solutions for server side software development.  So that is the major difference between the two technologies.


Let me just give you a basic run-through of what the technology is, and then try to put it in perspective.  Ooops.  I guess we need to do a little adjustment here.  Sorry.  Let's see here.  Always get confused with how to move these things.  OK, so this is where I need to keep it.  OK.


So when you're developing middle tier software, the obvious thing that you need if you're going to do industrial strength development is you need a multi-user transactional component model.  And you don't need a model that requires you to write that capability from the low level services up; you need a model that allows you to focus on the business logic, the task you have at hand, that allows you to leverage the infrastructure in a simple fashion to produce the services that you're trying to write.  And it needs to be a component model because you need to be able to combine well thought out pieces of logic components together into transactions, and that needs to happen in an automatic fashion, whether they're being combined together in the same process, across processes in a machine, across machines.  You need a standard way to write the business logic.


You also want to be able to leverage whatever sophisticated razz capabilities that your server might provide, whether it's server farms or fail-over capabilities.  You don't want to have to write your business logic differently in order to take advantage of those particular capabilities.  And actually what EJB does is it is a better component model because it simply keeps that level of the system out of the development process.  You don't have to understand the threading model in your environment in order to write an EJB.  You don't have to understand the connection pooling model in your environment.  All you have to do is to understand a basic life cycle for our business logic.


So what you want is business logic that handles the job of doing a middle tier service, and what you need is the simplicity of writing a single client or writing a database procedure.  I mean actually the database procedure model was the one that we looked to more because we leaned EJB towards more so than any other model, because that's a very simple model.  You don't - its been around for a long time.  People understand that they can insert what amounts to a rough component into the database server, and they simply don't have to worry about the systems part of the problem at all.  And that was our goal, was to have that same simplicity in the EJB model.


Actually I think in the Microsoft evaluation of EJB they said a few words about us stealing some of the Microsoft Transaction Server concepts.  Actually we were trying to avoid that because they came up with some unique things, like Set Complete, which is something you have to call or things go wrong.  And then they have a little complicated dance you have to go through in order to set this up so it's automatically called, and you don't have to remember to do it.  And so if you think back to your database procedures, well, what is it that you have to call in a database procedure that if you don't call it, things go wrong?  I'm not away of anything.


So, as I was saying, we had a number of partners in the development of EJB, and we were very lucky to get such broad cooperation.  It really helped us understand the problems better.  I would love to be able to stand up and tell you that Vlada and myself were the fountainhead of the technology that's in the EJB specification.  We were the editors.  We had a few good ideas.  And we were helped tremendously by the set of partners that we worked with.  And these are just a few of them.


So this the typical four-tier style, web-based service, and we've used this just to illustrate the placement in the universe of EJB.  The concept is that there is typically in web base services you have a web server, which is serving up in today's world primarily server-generated html, and that's why we list Java Server Pages there.  Actually I believe just today the 092 version of Java Server Pages went out on our website.  And if you haven't had a chance to look at that technology, I think that you should definitely take a peek because it's pretty hot stuff basically.  It really makes writing, let's say, extending the services of a web server very easy.  It allows you to combine in a script style fashion Java and html in a very practical way to parameterize it and generate it on the server side.  So it's, you know, in - could be compared with Microsoft ASP, but we think it's a little nicer facility.


But, anyway, typically there are some server generated html, and what that needs to do is to make use of some industrial strength middle-tier components that are transactional, that have the scaling that's needed in order to support access to back-end databases, that allows you to combine the components together and create composite transactions without having to specially program your components to accomplish that.  That's what EJB does, and it's running at least logically in a separate server.  Obviously, there's nothing that keeps EJB's from running in the web server if you have one, or having a server that provides both capabilities, and then there's a ubiquitous database server, which is always behind the scenes.


Actually I was just reading a note from one of my colleagues today, and he had gone out to interview someone from a Wall Street company, and he was saying, "Well, you know, off of these API's that you're developing at JavaSoft, they're just one form or the other of database access."  You know, the - well, it's true.  I guess they're one form or the other of disk access, but the - we actually have a reasonable set of targeted API's that are also a big part of the EJB picture.  So we've got database access through JEBC, we have name and directory access through JNDI, we have enterprise messaging access through something called Java Message Service, JMS, we've got the Java Mail API, which is a nice way for back-end systems to interact with - primarily to send mail, like responses and so forth.  So that's a big part of the picture.  But let's take a little closer look at EJB.


This is probably old hat for the people who are here, but I'll try to go through it quickly.  So in developing an Enterprise Java Bean component, you have to put together four items.  The truth is is that three of those items are things that tools can put together for you.  So basically the important item is the EJB class.  That has the business logic.  And that's the only thing that requires much in the way of programming.  The home interface is simply an expression of how to - the signatures or how you create the component.  And those parameters are just delegated down into create operations in the class.  The remote interfaces, the client's view of the component.  So you can use a remote interface to shield some of the methods you want to keep private.  But, again, these are two interfaces.  They're actually implemented when you deploy the component.  So that's what gives the model its power to support multiple protocols.  When you write the component itself, when you deliver it, you don't have anything in there about any of the system strategies for how to do things.  Those are all added when you deploy the component.  


The last thing is the deployment descriptor, and that's part of the component model, and it has some declarative things, like what kind of transaction mode the component should use, what kind of roles the application developer has come up with to control access to the service itself.  You might have the manager role or the employee role, and then you would define access lists that would ensure that managers can do some functions that employees can't do.


So the EJB class itself is simply really just the business logic.  But let's take a look at that because there is a little tiny bit more than that there.  And actually I put in an extra slide here.  You'll have to bear with this scribbles.  I was hoping to pretty this up, but I didn't get a chance.  


One thing you won't see in the EJB specification that is actually an important concept in the way that you use Java to develop services is that, yes, you can write EJB's, and they provide a distributed component, but writing distributed API's is a little bit different than writing client API's, and what a lot of the component models, the mistake that they've made is that when you attempt to develop the service, you're not developing the whole piece that is really the deliverable part to the client.  The, you know, in the Corba world they say, "Do the ITL.  We'll generate the stubs automatically, and you have the service."  Well, the problem is that normally what you really want to do is to write the client of the service as well as the remotable part of the service and deliver that as a fully fledged local service that's a little easier to use.  First of all, that gives you the flexibility that you can change the remote API without as much serious consequences on your user community.  Secondly, it allows you to separate the design of the local way you want to view things from the remote way you want to view things.  Sometimes there's a one-to-one correspondence, but a lot of times there isn't.  Certainly in sophisticated services there, it's very unlikely that there is a one-to-one correspondence.


This is the way we've developed all of the Java resource API's.  JDBC, for instance.  It's just a local set of Java objects, and there's a vendor provided part of that that runs locally and accesses the underlying database engine.  Nobody wants to use the API that the database engine uses to access it.  You want to have a nice local view of it.  


So when you're writing services, you probably want to do the same thing.  You can do this with EJB because with Java you can write the client side in a portable fashion that can go along with the server side, and you can put that together as a bundle and deliver it for the users of your service.  I think this is an important concept.  We thought about describing a standard API for the client part.  But, after a little thinking, we decided, no, we would let tools developers come up with the best way to do this.  What we needed to do was to make sure we had the infrastructure so that they knew that if they wrote their remote service in a particular way, that was the way it was going to show up on the client.  Then they had something standard to write their client side on top of.  And so this terminology, or we came up with the Access Bean terminology for this concept, and you'll probably hear a lot more about that because I think that as people really become familiar with the complexity of writing middle-tier services, they're going to want to have that separation of functionality.  So this is a picture of clients using an Access Bean, which front-ends the name service, finding the home interface, and actually using the EJB itself.  


Creating an EJB class requires that you write the business logic, but also you have to write a little bit of creation logic.  It is a little bit more complicated to get the component created than simply writing the class itself.  So let me show you what's involved.  It's not that complicated, but . . .


The - I guess I should try to [inaudible] a little bit.  So taking it from the Bean developer's perspective, which is all the way on the right-hand side, you really have to implement three operations:  the new instance operation, and you get a default version of that from Java, so that's free for most people.  There's a set context operation.  This simply is the EJB server providing a handle for the component to use some services from the server.  So the set context brings that handle across.  And then there's a create method that comes across.  In between the set context and the create you could be doing some setup in the component, opening services, let's say opening connections to databases or whatever, if you wanted to.  The EJB create comes across, and that's just giving you the, providing the creation parameters to the class itself.  So that's the creation - that's the complexity of doing creation with a EJB class.  What's happening during the creation process is that the client is doing a create operation on the broker home object.  The broker home object is something that is found by looking it up in JNDI.  The broker home object was implemented at deployment time by the server itself.  The broker home creates an instance of this remotable broker front-end for this broker class that's being created, the broker Bean.  That broker front-end is a thing that implements the remote interface.  And so it's automatically generated by the EJB server as well.  The little creation dance for the broker Bean happens, and then the home returns the broker reference itself to the client.  And the, from then on the client is able to simply execute business operations.


So from this picture, I guess the important part of this picture is that the broker class, the broker Bean itself doesn't know, in a sense, it's being remoted.  It didn't have to deal with any real setup of the remote access environment at all.  That was all done by the EJB server.


It's a quick picture of - this is a picture of a method invocation going from the client over to the broker Bean.  What's important here is the client executes some operation, in this case the submit order operation, on the remote object, the broker, which was created automatically by the EJB server.  That knows the transaction mode that it's required to support.  In this case it's going to be supporting the basic transaction mode that starts a transaction at the beginning of the operation and ends it at the end.  So that broker starts the transaction and then delegates the submit request to the broker Bean, which is where your business logic is.  The broker Bean, again, doesn't know that it's being called remotely.  It's just getting a request.  It completes the request using whatever JDBC calls might be required on the back-end database, returns the results.  The remote object commits the transaction and returns the results to the client.  So, again, the EJB server is encapsulating the business logic that you wrote, allows you to write kind of local looking business logic, business logic which is single user from the perspective of the developer, and it - the EJB server adds in the transactions, adds in the thread management, adds in the multi-user support to take this simple piece of what would amount to client logic and turns it into a scalable server.


The - this is just a quick diagram of what the deployment descriptor looks like.  It just has a bunch of declarative information in it.  I think that - for those who have seen some of the detailed discussions about EJB, one of the minor difficulties that we have with the current specification is that the deployment descriptor describes the standard format for this information as serialized objects.  Serialized objects are OK, but they have some problems.  [laughs]  And so one of the things that we're definitely going to be doing, and the only question is exactly when it's done, is we're going to flip the deployment descriptor over and describe it using XML.  Much better technology.  And - but the concept of what goes in there and the fact that it's - this is really something that your tools should be creating for you is the same.  This is a standard way of representing the declarative information about the component and a - it's part of the standard package that a server gets when you deploy the component.  And that's really important for this component model, is to have a standard package that the server knows how to install.  And so that's what this thing called an EJB jar is, and we're just leveraging the common packaging mechanism for Java and using it for EJB.  So, luckily, that was pretty much all in place.  The only thing we did was to add a little bit into the manifest so that the EJB server could find the components itself, and they find them by finding the deployment descriptors, and the deployment descriptors then tell them what - the rest of the information about finding the component.  But what's great about this is there's one standard packaging mechanism, so that you can use any development tool you want.  You can package it all up, and you can deploy it on a broad range of servers, anything from, you know, the CICS EJB server that IBM might be developing, to the web logic server that's out and running in people's businesses now.  So having this standard packaging mechanism is a great thing.  It's nothing new in the Java world, but it's really new in the middle-tier software world, because there had never been anything like that in the middle-tier software world.


So - and it was - the Microsoft solution to this, of course, is for everybody to have the same product, and that does achieve the same result.  But what we were trying to do was to allow a broad range of products and actually have the same level of portability.  So it's a big deal even though Java folks think it's kind of ho-hum.


So, as I was saying, when you deploy the EJB jar, you get a home interface object, which the server should put into a JDNI name space, and you get the EJB object.  That's this remote object, which implements the remote interface.  This also says you get a container.  Well, not really.  This is old stuff.  I have to upgrade this presentation.


The - in the EJB specification, we said that there could be multiple containers, and the - that was based on a concept of having a container represent some kind of special connectivity facility.  And we're really changing that around.  That wasn't really part of the specification.  It was sort of a hypothesizing what might follow.  And so as we got closer to evaluating that, what we decided was is that products - replacing or adding special containers to products is complicated.  We didn't want to try to define some kind of API that would allow these specialized things to be plugged onto servers.  But what we needed was connectivity.  So the thing that we're going to be focusing on is standard ways for connecting EJB servers to important resources like ERP systems.  And so the number of containers that a server has probably will be one or two, and it will be determined by the basic infrastructure that the server supports.  And what we're going to be focusing our efforts on in Sun is providing some direction for how ERP vendors and mainframe connectivity vendors hook up that connectivity to EJB servers.  How do you pass the transaction context, the security context?  How do you handle connection pooling?  We'll have some strategies for how those basic services are presented by the EJB server and how those connectors connect into that infrastructure.  So those API's won't have anything to do with the way you program EJB.  This is just an effort we're taking on in order to help server vendors and these other important resources work together and come up with an integrated system.


So this is kind of the quiz.  Yes, so the - what EJB provides is basically all the system support you need to write a service.  It's everything you want to implement to write your service.  


And, as I was saying, that - back to my terrible handwriting.  I'm sorry.  Really there's a lot more to server side programming than EJB.  First of all, we've got several kinds of EJB's.  We also have stored procedures because a number of the database vendors are, in addition to writing stored procedures in the normal way, are beginning to provide Java as a language for writing stored procedures, and they're still a very useful component.  And we're going to be working on how we plug - how we actually make the Java message service integrate with EJB.  That's not in the current specification, but a lot of people are very interested in having, you know, asynchronous EJB's.  And, from my perspective, that means message-driven EJB's.  And we're working on that.  And the servelet and JSP mechanism is really an important part of writing services because in many cases today people don't want to write their service one way for the intranet and another way for the web.  You want to have a web-enabled service.  You need a strategy for efficiently implementing a service that works in all environments.  And that's really what servelet and JSP provides.  


So just to walk you through a little thought experiment here, and unfortunately the thing doesn't quite fit, but the - a very simple service can be implemented by a servelet or JSP.  This is what people have been doing with web servers now for the last few years.  Nothing wrong with that.  You can do some interesting things with it.  But it's not exactly an industrial strength strategy when you have a line of business functionality you're trying to get to in the back end.  


So one step up from that - you're going to be writing transactional services that need the database connection scaling and transaction capabilities of EJB.  One step up from that is to take what you had done in the servelet and move a good portion of the business logic into a session-based EJB.  So the session-based EJB - and what I mean by that is EJB defines something called a session EJB.  The main difference between a session EJB and an entity EJB is that the state in the session EJB is not persistent, and it's not transactional because it's just some client state really.  It has nothing - it's not business state.  But you can write session style components that use either the session or the entity.  It all depends whether you want the state of the session to be transactional and persistent or not.  There's a little confusion about that actually.  But - so you can write - you can choose whatever you want to, whatever model you want for the session.  But it's a task-based object.  It is an extension of the client.  It has client state in it.  But it also has business logic in it that helps - keeps the client thin and handles the transactional part of the service that the client's requesting.  


And then a little bigger explosion here, and probably even more difficult to read.  Actually I had a, I think it was a seventh grade science teacher, and he told me if I ever turned in another handwritten report, it was going to go right into the trash can because he couldn't stand to read my handwriting, and I don't blame him.


But, anyway, so the - really in our full blown concept of what role EJB plays, what we see happening is that services will be written, front-ended by servelets and JSP.  They'll have task-based session EJB's that handle the basic, overall function of the client, and that those will use entity EJB's which represent business entities--customers, sales orders, etc.  The entity EJB's will be usable.  Now, what I mean by that is that - you know, in the object oriented world there's been a lot of talk about reuse.  So what I mean here is just use, that if you do an entity and it's representing a sales order, then you can put many different task-oriented EJB's in front of it to customize the use of it for various applications that you're writing.  Do a very technical term:  you use them.  And, you know, this is something that enterprise developers can grasp, and it represents a concept really that the best way to get reuse is simply to give people the ability to abstract something nicely that they can simply use.  And so the - that's one of the reasons why we didn't, in the EJB concept we didn't try to make inheritance and I guess you could say - we didn't try to give EJB's kind of the full flower of a programming language object model.  What we were trying to do was to provide a basic, simple way to write a service and to get people to write them in ways that would be practical and fast to deploy.  So the basic point is that once you've done that and once you use EJB in combination with the rest of the Java infrastructure, you're able to deliver an end-to-end application that performs an appropriate service for the clients that you're targeting, and you've got a complete strategy that allows you to deliver that in a portable, componentized way that you can run on a lot of different infrastructures, and that's a pretty powerful thing.  So that's our vision for EJB.


Q: May I ask a question regarding that next to last slide?


Hapner:  Sure.


Q:  I'm trying to get my arms around exactly the size of objects that an EJB is designed to hold, to embody.  And, for instance, a lot of times it's helpful for a business object, and what I would think of as an entity object, to move around, to be instantiated,  in full flower on the client and on the server so it's sort of a mobile object.  It may move in the signature of some remote method.  And I wonder, is that just ancillary to the question of EJB, or is that wrapped up in it somehow that I'm not seeing?


Hapner:  Well, it's - when people typically talk about the object moving around, what they are talking about is having an effective way to deliver the service, right?  So that the - when you need to be doing some detailed things with it over on the client, you don't have a lot of round-trips back to the server, and when you need to use it on the server, it's right there, tangible and directly accessible.  So there are a lot of ways to address how to accomplish that.  This access Bean thing that I was talking about earlier is one aspect of it.  So if you write your service as a part local and part distributed, you can have a little bit more sophisticated interface and move data around as needed, and the server developer is a little more sophisticated than the client, so you don't end up sticking the client with something that just sucks over a whole bunch of stuff that they have to munch on and then feed it all back it all back to you, which is typically the way that was implemented.  We didn't - we thought about objects moving in the sense that they would move from one memory image of the server to some other memory image, and we were very careful about defining EJB's so that that could be accomplished transparently, so that they weren't dependent on some global state that would break as they were moved across machines.  But we didn't think - we didn't really put into the architecture the ability for the EJB's to kind of flip down to the client for a while and then flip back again because that didn't - what we envisioned instead was that with the access Bean mechanism and with the, in this case with servelets, certainly one of the things that you can do is to push down some XML to the client, which expands into some set of local objects, which you can then push back through to the servelet and move back into the EJB space.  The - so - which is another, in a sense of another way of doing this access Bean, saying it's just that you're using more web focus than others.  So I guess I don't have a specific answer to the question, but I think that there are tools that you can use in the environment to get the efficiencies that you're looking for.


Q: I mean from an architectural point of view, do you see it resulting in two sets of objects, one that is an EJB and is a service type object with most of the business objects, such as validation, on the way into persistence, right?  They're in that.  And another object that holds the data that is accessed frequently, commonly both by the client and by the server, the EJB?  Is that what . . .


Hapner:  Yeah.  In the bottom line, I think that's correct, and I think that, you know, if you look at most of these systems, what you're doing with the data on the client is different than what you're doing with it on the server.  So a single object implementation that ran in both places is not exactly what you want.  You want something tailored for the client on the client, and you want something tailored for the server on the server, and how they move the content that describes those things back and forth is the trick.  XML is a nice way to do that if you're trying to do it in a rich fashion.  


Q:   Question regarding authentication


Hapner:  Well, there are a number of ways to do that.  I could give you one off the top of my head, I guess.  I think that the typical thing that is to do that as part of the application, so if you're an amazon.com customer, you want to get a screen up at some point that asks you for your user name and password.  You may or may not want to get that up - you may not force everybody to come into a single URL to get that, so you need a way to have the authorization process.  When you do get to a point where you need authorization, that it flips you over to a servelet that puts up the appropriate dialogue.  What that dialogue would do would be to check you against whatever user database you might have.  The name, the principal or the user name that comes back then becomes user data to the servelet, and it passes that information through regular parameters to the EJB, which implements the business rules on how, you know, what access that particular user would have.  Because you're passing through security domains, the - it's unlikely that the servelet is going to be executing as the user.  It's unlikely that the EJB is going to be executing as the user.  It's really in the application domain at that point.  You know, if you're - typically, the EJB's are executing based on an user that's been identified at deployment time.  So there's the, you know, there's the EJB sales manager user in the system, and all of the sales manager EJB's execute as that user.  Now, they may - they may be trusted to - well, first of all, they may trust the servelets that sit in front of them to feed them some web user name, which then they use as a, just part of their business logic to do web user access checking.  Does that help?  


Q:  Are stateful EJ Beans a hassle or stateless Beans a hassle, or is it a don't care situation?


Hapner:  Well, I think the - that was something I didn't really get into very much, but we - at the very beginning of our work on EJB we decided that we would definitely force the EJB server vendors to support stateful Beans, both session Beans and in a sense entity Beans are stateful, but they are storing their state in the database, so it's a little bit different.  So most of the time when people are talking about stateful Beans, it's really stateful session Beans.  And we decided this because it's just a pain in the neck to develop with stateless beans, which is one of the things that Microsoft forces you to do.  They only have kind of a - their version of a server component basically correlates to a stateless EJB session Bean, kind of the lowest quality component that EJB supports.  But generally what people end up doing is they come up with hacks to push the data back to the client and force them to send it back every time, or they have some special little pocket they put it in off the server and have to read it back out again.  So with EJB you just keep the information a local variable, so there is no API for doing stateful session Beans.  It's just holding onto the data.


Q:  But that would go to my next question then.  If you have stateful and you're holding onto the data and your client goes out to lunch, how do you deal with freeing up the resources?


Hapner:  That is a function of the EJB server vendor.  What he should provide is some effective ways at deployment to specify time-out's.


Q:  So the user could specify . . .


Hapner:  Right.  I think in the deployment descriptor we have a basic time-out notation in there, for session Beans, but EJB vendors are free to provide other options during deployment, because, yeah, you generally, you know, whether it's two days or two hours, you want to be able to reap these things and get rid of them, and in the web world you have lots of those floating around.


Q:  Right, exactly.  If you have a very heavy web server, you don't want things floating around for even minutes.


Hapner:  Right.


Q:  Anyway, the second question is you were talking about some of those things packaged up in XML.  Are there some classes out there for turning that XML into objects so we don't have to rebuild the wheel?


Hapner:  Well, we have out on the Java.Sun.com website we have a preliminary release of the XML parser that we've been working on.  We've also been doing some work on customizing that parser.  I'm not sure if that work is actually out on the website yet.  But the idea basically is that in a normal XML world you think of the data coming in.  It is being translated in memory into the Com format, and . . .


John:  Just want to wrap the meeting and thank everyone for coming,  next month 


is Anders Hejlsberg current VJ++ architect and former architect of Delphi for Borland


please check http://www.cityjava.org.    
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